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ABSTRACT   

In the current information age, cybersecurity is essential for handling and protecting data in 

an ethical manner. Implementing appropriate cybersecurity policies and practices that will 

encourage people to exercise good ethical behaviour is therefore essential. Video games are a 

promising medium for allowing individuals to explore their behaviours in an ethically safe 

way. Our project will draw together a novel combination of theories and technologies from 

cybersecurity, moral psychology, artificially intelligent agent societies, knowledge-based 

systems, and serious game design to create and validate its ethical simulation. By using AI to 

implement societies of intelligent ethical agents in a serious video game, we will create a 

simulation environment with scope for deep and complex ethical engagement. Following the 

principles of moral psychology, this simulation will be used to design a sophisticated ethical 

training tool in a cybersecurity context.  

Keywords: Intelligent ethical agents, Cyberethics training game, AORTA, Ripple Down 

Rules, Cybersecurity ethics, Serious games, AI ethics  

1. INTRODUCTION 

In the current information age, cybersecurity is essential for handling and protecting data in 

an ethical manner. Implementing appropriate cybersecurity policies and practices that will 

encourage people to exercise good ethical behaviour is therefore essential. Due to the 

complexities and range of possible cyber breaches and attacks, however, learning how to 

engineer software and associated policies and practices that will protect data and systems in 

an ethical manner is difficult. Further, there are few mediums to safely explore what risks 
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may exist, what good ethical behaviour looks like, and what the ethical ramifications of 

different policies are in a cybersecurity context. To address this, improved education is 

needed, especially in the area of cybersecurity ethics (Wilk, 2016, Neigel et al., 2020). Video 

games are a promising medium for allowing such an exploration to take place in an ethically 

safe way. Video games have been described as the defining medium of the 21st century 

(Zimmerman, 2015), and their ability to create rich and engaging simulations in which to 

explore ethical issues without fear of real-world consequences make them an appropriate 

choice for addressing this gap. However, while games with morally-charged themes such as 

crime and war are common, relatively few games invite us to engage deeply with the morality 

of the worlds they depict or the behaviours they encourage us to adopt (Heron and Belford, 

2014; Ryan et al., 2017).  

Our project aims to address these issues by creating AI tools which allow for the simulation 

of ethically complex game worlds and by drawing on a body of game design theory about 

how to design engaging and ethically challenging games. As a testbed for our theories, we 

aim to address an important ethical challenge of our time – the ethics of cybersecurity 

(Manjikian, 2018). Cybersecurity raises important ethical trade-offs and conflicts, such as 

increasing log-in security through compulsory two-factor authentication at the expense of 

decreasing accessibility for vulnerable communities (Christen et al., 2020), hacking back 

against DDoS attacks while risking harm to innocent third-parties (Himma, 2008), or 

avoiding AI arms races, privacy intrusions through unjustified surveillance, and biases in 

cybersecurity systems (Christen et al., 2020). In a time when technology is so rapidly 

advancing, it is important that the developers behind these advances are trained to consider 

the ethical impact of their work and to be aware of the ethical trade-offs that different 

cybersecurity choices have. Through this project we aim to show how serious video games, 

as tools of education, can address these problems. While other serious games have focused on 
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cybersecurity (Awojana and Chou, 2019), none have focused specifically on the different 

ethical conflicts raised by a cybersecurity context. 

Our project will draw together a novel combination of theories and technologies from 

cybersecurity, moral psychology, artificially intelligent agent societies, knowledge-based 

systems, and serious game design to create and validate its ethical simulation. By using AI to 

implement societies of intelligent ethical agents, we will create a simulation environment 

with scope for deep and complex ethical engagement. Following the principles of moral 

psychology, this simulation will be used to design a sophisticated ethical training tool in a 

cybersecurity context.  

2. THEORETICAL FRAMEWORKS AND METHODS 

The theories and technologies used in our approach and our reason for using them are 

summarized in Table 1 and discussed further below. 

To promote the qualities of deep learning (i.e. abstraction, control, and ownership), a serious 

game needs to situate the learner within a detailed simulation of the learning domain so that 

they can discover patterns and practice solutions experientially, rather than be presented with 

clearly-outlined problems and select from a list of ready-made solutions (Ryan et al., 2012). 

The game should scaffold the learning experience by controlling the complexity of problems 

faced and prompt the learner with important ideas along the way, but it is up to the learner to 

practice analysing problems, finding solutions, and skilfully putting them into effect (Staines 

et al., 2019). A key issue here is the fidelity of the model. For knowledge to usefully transfer 

between the simulation and the real world, there must be sufficient similarity between the 

model and the real world so that the patterns and strategies learnt in the model can be applied 

outside the game (Ryan et al., 2016). This is particularly a problem for ethics training games. 

Domains such as physics or economics can be numerically modelled, and so computer-
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simulated with high fidelity. Ethics relies primarily on individual and group social dynamics 

which are more complex to model. As a result, many ethically-challenging games have relied 

on scripted scenarios with multiple-choice responses. Such simulations short-circuit learning 

by telegraphing their moral significance and providing ready-made solutions (Ryan et al., 

2017). 

Theoretical Stance Technology Purpose Reference 
Situated, 
experiential 
learning; 
zone-of proximal 
development 

Scenario-based 
serious video 
game  

Support deep learning and complex 
social simulation, and fidelity with 
the real world. Scaffolded 
challenges will allow increasing 
moral sensitivity 

Gee (2007) 
 
(Vygotsky, 
1978) 

Debriefing, 
reflection, 
knowledge 
transfer;  
Belief, Desire and 
Intention (BDI) 
Agents 

Intelligent 
Virtual Agents 
& BRIDGE 
(Beliefs, 
Response, 
Intentions, 
Desires, Goals 
and Ego) 

Debriefing agent to interrogate the 
learner to explain the reasoning 
behind their ethical decisions. 
BRIDGE extends BDI agents to 
include agent’s personality, 
hierarchy of needs, and normative-
cultural context 

(Bratman, 
1987, Rao 
and 
Georgeff, 
1995) 
(Dignum et 
al., 2009a) 

Context/situation/ 
Organisational 
awareness 

Adding 
Organizational 
Reasoning to 
Agents 
(AORTA) 

Model reasoning about agents’ 
behaviour in terms of their 
organisational roles and the norms 
of their society and organisation 

(Dignum, 
2004, 
Dignum and 
Dignum, 
2009) 

Situated cognition 
and incremental 
knowledge 
acquisition 

Ripple Down 
Rules (RDR) 

To incrementally acquire 
individual values associated with 
choices and to capture player 
reasoning  

(Richards, 
2009, 
Compton and 
Jansen, 
1990) 

Cognitivist 
theories of moral 
psychology from 
the Neo-
Kohlbergian 
school 

Role-playing 
games and 
training 
simulations 

To break ethical expertise into the 
moral skills of focus, sensitivity, 
judgement, and action to allow 
these skills to be trained and 
improved through practice 

(Rest et al., 
1999) 
(Ryan et al., 
2017; 
Formosa et 
al. 2016) 

Table 1: Summary of theories and technologies used in our approach 

What is needed is a more complex social simulation in which ethical problems arise from the 

intersection of a variety of lower-level mechanisms, including organisational policies and 

norms and individual values, rather than from pre-scripted scenarios. Such a simulation 
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would also need to provide fine-grained control so that the player can construct their own 

solutions to ethical problems by skilfully combining multiple actions, rather than simply 

choosing an answer from a pre-determined list. Here we turn to the field of AI, drawing on 

the team’s expertise to incorporate agent societies for modelling of organisational policies 

and norms and intelligent virtual agents that can cognitively reason about the world, 

including the beliefs and values of other players, and respond accordingly. We propose the 

use of intelligent virtual agents and virtual environments to help expose the individual’s 

implicit values, provide explanations about choices, develop sensitivity to the ethical trade-

offs and issues in the domain, and identify individual risk areas. Furthermore, a computerised 

agent-based approach allows “what-if analysis” to help organisations and individuals with 

risk planning. 

Traditionally games have used simple agent architectures such as finite state machines to 

control non-player characters (NPCs). When the demand for sophisticated cognitive 

behaviour is low (as in most combat games), such simple approaches are adequate, but for a 

social simulation such as we describe here a more complex cognitive architecture is 

necessary (Dignum et al., 2009b). The most common agent architectures are based on the 

BDI architecture which models agents in terms of their Beliefs, Desires, and Intentions 

(Bratman, 1987, Rao and Georgeff, 1995). For more human-like behaviour, we use the 

BRIDGE (Beliefs, Response, Intentions, Desires, Goals and Ego) model which extends the 

BDI representation to support a description of the agent’s personality, hierarchy of needs, and 

normative-cultural context (Dignum et al., 2009a). For the purposes of social and ethical 

simulation we need to augment this model of the individual agents with layers representing 

organisational and social norms. The AORTA (Adding Organizational Reasoning to Agents) 

framework provides us with a model for reasoning about agents’ behaviour in terms of their 
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organisational roles and the norms of their society (Dignum, 2004, Dignum and Dignum, 

2009).  

To support reflection, an essential aspect of learning, we plan to use the Ripple Down Rules 

(RDR) knowledge-acquisition and representation technique (Richards, 2009, Compton and 

Jansen, 1990) as a method for acquiring the individual values associated with learners’ 

choices and for interrogating them about the reasoning behind their ethical decisions. Further, 

getting the learner to teach others is a valuable learning experience as it requires the teacher 

to formalise knowledge that they may only tacitly understand. We are interested in using the 

RDR knowledge-based system as the ‘other’ who must be taught, under the guise of a ‘virtual 

assistant’ in the game, to test the hypothesis that training the knowledge-based system 

promotes reflection and knowledge codification in the human learner. 

The design of the training simulator, a type of serious game, will be guided by the theory of 

situated and experiential learning expounded by Gee (2007). Gee advocates learning through 

contextualised exploration, discovery, and practice, and argues that video games are an ideal 

context for such learning. This coincides well with the cognitivist theories of moral 

psychology from the Neo-Kohlbergian school (Rest et al., 1999) who argue that ethical 

expertise can be broken down into skills of focus, sensitivity, judgement, and action, and that 

these skills can be trained and improved through practice. Previously we have developed a 

body of design-theory based on these principles for the design of ethically engaging video 

games (Ryan et al., 2012, Formosa et al., 2016, Ryan et al., 2017, Ryan et al., 2016, Staines et 

al., 2019). This theoretical framework will drive the design of our training simulations. 

This design theory calls for the creation of a systemic simulation which represents the 

learning domain. In this case, we aim to simulate the day-to-day work of a cybersecurity 

professional in such a way that common ethical problems will arise. The player will be 
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required to exercise their ethical sensitivity to recognise each problem and diagnose the 

salient ethical features. Solving problems will require strategic as well as ethical judgement 

and skills in leadership and communication. Once an appropriately rich simulation has been 

implemented, a sequence of different scenarios will be designed. The player will be required 

to solve several related but distinct problems. Problems of increasing complexity will be 

designed to scaffold the player’s learning with increasingly difficult challenges, keeping them 

operating at the outer limits of their ability in the “zone of proximal development” where 

learning is most effective (Vygotsky, 1978). The theory also calls for debriefing as an aid to 

the transfer of learning. In this project, we will implement an experimental method of virtual 

debriefing using a computer-controlled agent driven by an RDR expert system. The system 

will probe the player to explain their moral decisions and query contradictions it finds 

between similar cases that the player treats differently. In this way, the game will invite the 

player to reflect on their choices and the principles and values that drive their decision-

making. 

Finally, any system, such as that proposed here, that employs AI technology must ensure that 

the use of that technology is ethical. The AI4People framework (Floridi et al., 2018) requires 

that ethical AI benefits people (beneficence), does not unnecessarily harm people (non-

maleficence), respects user autonomy (autonomy), is fair and just (justice), and its operations 

are understandable and accountable (explicability). Our system will be designed to benefit 

people by teaching them cybersecurity ethics; it will not harm people as there are no real-

world consequences for in-game choices; participants’ use of the game will be voluntary and 

they can quit at any time; we will ensure any data used for machine learning is checked for 

bias; and the system’s operations (as outlined here) will be understandable and its creators 

will be responsible for its operation. The value profiles given to NPCs will also be transparent 

to the researchers (and others, where appropriate) and based on student data. 
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3. PROGRESS-TO-DATE AND FUTURE WORK 

Our team comprised of Australian and International team members from computer science 

and philosophy commenced this three-year project in June 2020 with the design of our 

cybersecurity ethics training game. As the basis of our game scenarios, we have reviewed the 

literature to identify historical (e.g. (Bannister, 2008)) and hypothetical case studies (Canvas, 

2020). We intend to evaluate the game and its ability to sensitize players to the ethical 

principles underlying cybersecurity decision-making. In the first instance, we will evaluate 

our game with Bachelor of Information Technology university students studying a 

compulsory first year Introduction to Cybersecurity unit. Our current game architecture 

allows for AI components to replace initially scripted and decision-tree style components. 

From this we plan to expand our scenarios to increase their number and complexity, extend 

our initial simplistic and scripted debrief agent with a reflective debriefing intelligent virtual 

agent, and include intelligent non-player characters (NPCs) with character specific models of 

values based on machine learnt profiles developed from the students’ data collected in the 

first study. These NPCs will also reason over the organisation’s norms, policies, and values 

as part of their reasoning and behaviour. We anticipate that our results with students will 

provide compelling evidence for studies to be designed and conducted with ICT professionals 

in industry. Finally, we intend to demonstrate the effectiveness of our tool as a mechanism 

for providing engaging and compelling training in cybersecurity ethics. 
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